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Text S1. Additional Neural Network Details 24 

S1.1 ANN Architecture and Details 25 

This section provides more technical information regarding the regression and 26 

classification artificial neural network architectures we utilize, as summarized in Section 2.2.  27 

In both cases, the input to the classification and regression neural networks are 28 

meteorological variables processed as described in Section 2.1. The input per variable is a single 29 

vector with length 2448 (144 longitude points x 17 latitude points), or length 1739 for SST (since 30 

points over land are excluded). Per Section 2.2, the input data is divided into training, validation, 31 

and testing periods. Training data is used to find the ANN’s weights, validation data is used when 32 

evaluating model performance across various ANN hyperparameters, and test data is set aside until 33 

the final ANN is settled upon. Training, validation, and testing periods span, respectively, June 1, 34 

1979 (1982 for SST) to December 31, 2009; January 1, 2010 to December 31, 2015; and January 35 

1, 2016 to November 30, 2019. Results from the validation and testing period are shown together 36 

in the manuscript. Further, as noted in Section 2.2, separate ANNs are trained during “winter” 37 

(October to March) and “summer” (April to September).  38 

For the regression ANN, this yields 5,560 days for training in winter, and 1,093 days for 39 

validation and testing. In summer, there are 5,612 training days and 1,098 validation and testing 40 

days. For the classification ANN, to avoid class imbalance in training, days when the MJO was 41 

“weak” (e.g. with RMM amplitude less than one) were randomly subsampled so that the weak 42 

class comprises 1/9 of the total training dataset. Results were not sensitive to different random sub-43 

samplings of weak MJO days (not shown), and the total number of MJO days used in training the 44 

classification ANN is 3,990 days in winter and 3,726 days in summer.  45 
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Our ANN architecture in both the classification and regression framework is a single, fully-46 

connected, hidden layer with 16 nodes, each with a rectified linear (“ReLU”) activation function. 47 

For the regression model, the loss function is the mean-squared error between the predicted values 48 

of RMM1 and RMM2. For the classification model the loss function is the categorical cross-49 

entropy, with a softmax operator applied to the output layer to normalize class probabilities such 50 

that each prediction sums to 1. For both classification and regression models we use Keras’ 51 

stochastic gradient descent (“SGD”) optimizer, with a specified learning rate of 0.0005 (or 0.001 52 

for the single-variable models discussed in Section 3.2) and a batch size of 32. 53 

 To prevent overfitting, we apply ridge regression (an 𝐿2norm penalty) to limit the weights 54 

of the hidden layer of the ANNs. We explored a wide variety of different ridge parameters at 55 

various lead times in both the classification and regression models during model development 56 

before settling on the values used here (see Supplemental Text S2). For the regression model, we 57 

found changing the ridge parameter depending on lead time was advantageous: larger ridge values 58 

at longer leads improved the model performance (measured by the bivariate correlation coefficient; 59 

BCC) up to a point, but too large of a ridge increased the model amplitude error without improving 60 

performance (not shown). For the regression ANN we settled on using a ridge penalty of 0.25 for 61 

lead times of 0-5 days, a ridge penalty of 1 for lead times of 6-10 days, and a ridge penalty of 3 62 

for lead times of greater than 10 days. For the classification ANN, we found less sensitivity to the 63 

ridge value as a function of lead time, and thus use a single ridge penalty of 0.25 for all leads. We 64 

further used early stopping in both ANN architectures during training; in the regression model we 65 

stop training after 8 epochs pass in the validation data without improvement in the loss function, 66 

and in the classification model we stop training after 4 unimproved epochs. The model was trained 67 

until the early-stopping was activated. 68 
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S1.2 Statistical Persistence Model 69 

As discussed in Section 2.2, in addition to the ANNs we also make use of a “persistence”  70 

model of the RMM index. This model captures the average, counter-clockwise behavior of the 71 

RMM index (corresponding to the slow-moving eastward propagation of the MJO) using the 72 

observed RMM data. We form the persistence model by calculating, from all observed RMM data, 73 

the average one-day change in RMM amplitude (~ -1.8e-5, corresponding to approximately no 74 

change in amplitude) and RMM phase angle (~0.1 radians, corresponding to a full rotation about 75 

the unit circle approximately every 60 days). Note that since all MJO days (including inactive and 76 

active) are used, RMM amplitude in the persistence model does not decay strongly with time, as 77 

it would if only active MJO days were considered. The persistence model forecast on a given day 78 

is made by starting with the observed RMM1 and RMM2 values at day 0, and advancing this initial 79 

condition forward by the average amplitude and phase each day, out to 20 days.  80 

S1.3 Layer-wise Relevance Propagation 81 

Here we provide a high-level overview and additional details necessary for reproducing 82 

our results using layer-wise relevance propagation (LRP; Bach et al. 2015; Samek et al. 2016; 83 

Montavon et al. 2019). For additional description of LRP in general, readers are referred in 84 

particular to Toms et al. (2020a) and Toms et al. (2020b), which provide a detailed explanation of 85 

LRP as applied to the geosciences. Furthermore, Mamalakis et al. (2021) establish a geoscience-86 

focused, synthetic datasets in which various XAI methods, including LRP, can be compared to a 87 

known “ground truth”, allowing assessment of different XAI techniques and comparison of LRP 88 

methods. 89 

As described in Section 2.3 and Section 3.3, we use LRP to analyze output from the trained 90 

classification ANN. In particular, there are several different implementation rules for LRP, which 91 



5 

differ in the precise details of how they back-propagate information through an ANN (see Bach et 92 

al. 2015; Samek et al. 2016; Montavon et al. 2019; Mamalakis et al. 2021 for more detail). Based 93 

on results in Mamalakis et al. (2021) that assessed various implementations of LRP in an idealized 94 

set-up in which “correct” relevance values were known, we use the “𝐿𝑅𝑃!” method, which for 95 

their application performed well compared to other implementations of LRP. Other 96 

implementation methods were explored, and overall findings are not sensitive in our case to the 97 

method used (not shown). 98 

To make the LRP plot shown in Figure 4, we first remove the softmax layer from our 99 

classification ANN. We then subset those samples for which the MJO is correctly predicted as 100 

being in Phase 5 by the ANN, and further only take samples for which the model has confidence 101 

above the 60th percentile (calculated from the full distribution of model confidence, not the 102 

distribution only over correct predictions). At lead 0, this is 93 samples, and at lead 10, this is 42 103 

samples (fewer samples at lead 10 are due to the lead-10 model’s lower overall accuracy). Note 104 

that by construction, LRP relevance maps are unique to each input sample, not each output class, 105 

and distinct LRP maps are created for each input sample. 106 

The 𝐿𝑅𝑃!method returns both positive and negative relevance values. Because we are 107 

interested only in those regions that positively contribute to the models’ correct predictions, before 108 

compositing we take only regions of positive relevance in each sample. Overall conclusions are 109 

not changed if negative relevance is included (not shown). To ensure each sample contributes 110 

equally to the composite plots, prior to compositing we normalize each LRP heat map by dividing 111 

by the maximum, such that the maximum relevance across all input variables is 1.  112 

Text S2. Sensitivity Tests 113 
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In developing both the regression and classification ANN architectures, we conducted 114 

many tests exploring sensitivity to the processing of the input data, the ANN architectures, and the 115 

precise nature of model output. We show results from some of these sensitivity tests in Figures S6, 116 

S7, and S8 below: here we provide additional methodological detail regarding those tests. All tests 117 

below are shown for models during winter and, unless noted, for models that input OLR and zonal 118 

wind at 850 and 200 hPa. 119 

In Figure S6, we show the sensitivity to a change in how the regression ANN is trained. 120 

Rather than training the regression ANN on all days, we instead train the model on all active MJO 121 

days, and on a random subset of inactive MJO days such that weak MJO days are 1/9 of the overall 122 

training datasets. Note this is analogous to how the classification model is trained (see Section 2.2 123 

and Supplemental Text S1). This provides the regression ANN with more strong MJO samples at 124 

all lead times. While it marginally improves the accuracy of the regression model when active 125 

MJO days are considered (Fig. S6), it does not have a large change on the overall accuracy or the 126 

BCC; the regression model still shows poor performance forecasting strong MJO activity at leads 127 

longer than a few days (compare to the classification model in Figure 2b). 128 

In Figure S7 we show accuracy over active MJO days from the classification ANN at lead 129 

times of 0, 2, 5, 10, 15, and 20 days from a range of sensitivity tests. For the “control” test, the 130 

model is the same as that discussed in Figure 2 and Section 3.1, with the range across 10 ensemble 131 

ANNs shown to capture spread due to random initial ANN weights. For the sensitivity tests only 132 

one ANN was trained at each lead time.  133 

The first set of sensitivity tests explore slight changes to the ANN architecture. For the 134 

“high_ridge” test the ridge regression penalty was increased from 0.25 to 1, and for the 135 

“low_ridge” test the penalty was decreased from 0.25 to 0.1. For the “wide_net” test the number 136 
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of nodes in the hidden layer was increased from 16 to 64, and in the “deep_net” the single, 16 node 137 

single layer was replaced with 2 fully connected layers of 16 nodes each. Note across these tests, 138 

large changes relative to the control are not observed, and typically fall within the control spread 139 

(Fig. S7a). 140 

The second set of tests explore changes to the model input. The “30NS” and “15NS” 141 

experiments alter the latitude bands over which the input data is retained. The “lat_avg” model 142 

takes the 15N-15S average of the input before feeding it into the neural network, such that the 143 

input is a function only of longitude (e.g. a vector of length 144 per variable). Further, in the 144 

“lat_avg” model the learning rate is increased to 0.001 from the 0.0005 value used in the control. 145 

The “prior_days” test includes not only the variables from forecast day 0 in the input, but also 146 

includes forecast day -5. This effectively doubles the size of the input vector.  147 

Model performance in all of these tests lies within the range of the control, with the 148 

exception of the latitudinal averaging at lead times of less than 5 days, which shows notably higher 149 

accuracy. Because the RMM index takes 15N-15S averaged variables as input, this increase in 150 

accuracy at short leads is likely due to the fact that the input is more closely associated with the 151 

output (i.e. how the RMM is computed), making it easier for the ANN to learn the relationship 152 

between the latitudinally-averaged input and the RMM phase. The fact that this increase relative 153 

to the control fades at longer lead times suggests, consistent with the discussion in Section 3.2, 154 

that identifying the MJO at short leads is a different task than predicting MJO behavior. Because 155 

the improvement is only seen at short leads, and because we are interested in how the 2-D structure 156 

of input variables informs the ANN (e.g. for in the LRP plot in Figure 4), we prioritize the 2-D 157 

input approach using latitude-longitude inputs rather than the latitude averaging approach. Note 158 

that many additional sensitivity tests were performed during model development, and similar test 159 
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were performed for the regression model, but for brevity are not shown here, as results are 160 

comparable to those discussed. 161 

Our final sensitivity tests, as shown in Figure S8, quantifies sensitivity to training the 162 

regression ANN using a longer training dataset than NOAA OLR and ERA5 data allow. For this, 163 

we use ERA 20th century reanalysis daily OLR and zonal wind at 850 and 200 hPa data (Poli et 164 

al. 2016), which we obtained over the full period of availability from January 1, 1901 to October 165 

31, 2010. ERA-20C input data is processed identically to the input for ERA-5 described in Section 166 

2.1. The RMM index is calculated from ERA-20C using the method described in Wheeler and 167 

Hendon (2004); over the period in which the ERA-20C data overlaps with the observed RMM 168 

index, we found a correlation between our calculated ERA-20C RMM1/2 and the observed 169 

RMM1/2 values to be approximately .89, indicating good agreement in how the RMM index is 170 

formed. 171 

We train a regression ANN with an architecture identical to that discussed in Section 3.1 172 

but using ERA-20C data instead of ERA-5 data. The validation period is January 1, 2001 to 173 

October 31, 2010. We explored varying the training dataset to see whether model performance 174 

improved if much more training data was included. For lead times of 0, 5, 10, and 15 days we 175 

trained separate models for 11 different training periods. All training periods end December 31, 176 

1999, but start dates vary across June 1 of: 1994, 1989, 1984, 1979, 1974, 1969, 1959, 1949, 1929, 177 

1909, and 1901. To facilitate comparison to ERA5, we trained an additional model on 178 

NOAA/ERA5 data from June 1979 to December 1999, and validated on NOAA/ERA5 January 1, 179 

2001 to October 31, 2010.  180 

Results in Figure S8 show generally comparable performance between ERA5 and ERA20C 181 

when the same period is used for validation and training. For reasons that we did not explore, the 182 
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ERA20C model shows higher BCC values at 0 and 5 days than NOAA/ERA5, comparable 183 

performance at 10 days, and worse performance at 15 days. More importantly, Figure S8 indicates 184 

that training the simple ANN on ERA20C with significantly more data does not lead to substantial 185 

improvement in the BCC at any lead time after between 120 and 200 months. Further tests with 186 

wider or deeper ANNS using the full 1901-1999 period of training also did not show improved 187 

performance.   188 
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Supplemental Figures. 189 

 190 

Figure S1 Example output from the regression ANN in Section 3.1 during one extended winter 191 

season. The observed RMM1 and RMM2 values are shown in black dashed. The regression ANN 192 

predictions at a lead of 0, 5, and 10 days are shown in shades of red.  193 
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 194 
Figure S2 Example output from the classification ANN in Section 3.1 for lead times of 0, 5, 10, 195 

and 15 days. The top panel shows the observed RMM index for 20 days beginning October 11, 196 

2011. The bottom four panels show the classification ANN confidence in all 9 MJO phases for 197 

each lead time, similar to Figure 1b.  198 
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 199 

Figure S3 Regression ANN (panel a) and classification ANN (panel b) performance, similar to 200 

Figure 2, for ANNs trained specifically on winter and summer seasons (solid lines; as in Figure 2) 201 

versus a model trained on all seasons and evaluated separately in summer and winter (dashed line). 202 

The shading shows the seasonal model range across 10 ensemble models; for the annual model 203 

only one ensemble is considered.  204 
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 205 

Figure S4 Additional winter ANN regression model diagnostics from the model shown in Figure 206 

2a/c. The panels (a,b) show the BCC as a function of initial MJO phase, either without a threshold 207 

for active MJO days (e.g. all days are binned into a phase 1-8; panel a) or when only active MJO 208 

days are considered (panel b). The black contour is a BCC value of 0.5. Panel (c) shows the average 209 

RMM amplitude difference between the observed and ANN-forecasted events: negative values 210 

indicate the ANN prediction is weaker than observed.  Panel (d) shows the phase error (calculated 211 

as in Kim et al. 2018); negative values indicate slower-than-observed ANN model propagation 212 

and positive values indicate faster-than-observed propagation. 213 

 214 
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 215 

Figure S5 Additional winter ANN classification model diagnostics from the model shown in 216 

Figure 2b/d. The top row shows the lead 0, 5, or 10 values of RMM during the validation period. 217 

Coloring indicates whether the classification ANN prediction was correct or not. Days correctly 218 

identified are black. Days correctly identified as active (e.g. in MJO phase 1-8) but in the wrong 219 

MJO phase 1-8 are red. Strong days incorrectly classified as weak are blue, and weak days 220 

incorrectly classified as strong are green. The bottom row shows the model accuracy over all winter 221 

forecasts from the full validation period for leads 0, 5, or 10 in each MJO phase 0-8 (note this is 222 

not the confidence in a given prediction, as in Figure 1b or S2, but rather the accuracy taken over 223 

all predictions).   224 
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 225 

Figure S6 (a) Winter regression ANN skill (as in Figure 2a) or (b) regression ANN accuracy of 226 

MJO phase (similar to Figure 2b) for regression ANNs trained on all MJO days (lines) versus 227 

ANNs trained using fewer weak MJO days (as described in Supplemental Text S2; dots or x’s). In 228 

panel (b), black curves/dots are regression model accuracy evaluated over all MJO days, and red 229 

curves/x’s are regression model accuracy evaluated only for active MJO days. Note the poor 230 

performance for active days in panel (b), caused by the inability of the regression model to predict 231 

strong amplitude events. 232 

  233 
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 234 

Figure S7 Model accuracy over active MJO days for sensitivity tests varying the architecture or 235 

hyperparameters of the ANN (panel a) and varying the model input (panel b). Tests are indicated 236 

by the legend, and described in Supplemental Text S2. For the control, a 5 ANN ensemble was 237 

used.  238 
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 239 

Figure S8 Winter regression ANN skill at lead times of 0, 5, 10, and 15 days (color), trained using 240 

ERA-20C data. Models are trained using larger amounts of training data (dots; see Supplemental 241 

Text S2), and the x-axis shows the number of months in the training data period. Shading shows 242 

the range across 5 ANNs with different random starting weights. Stars show results using 243 

ERA5/NOAA winds and OLR data, as described in Supplemental Text S2.  244 
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 245 

Figure S9 As in Figure 2c, but for the classification ANN in winter, showing accuracy as a 246 

function of initial MJO amplitude.  247 
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 248 

Figure S10 Similar to Figure 2a, but showing wintertime regression ANN skill for MJO events 249 

initialized in different phases of the stratospheric quasi-biennial oscillation. The QBO phase is 250 

defined as easterly or westerly, based on whether the monthly-mean 50 hPa winds in a given month 251 

are, respectively, less than or greater than half a standard deviation relative to the mean. Over the 252 

validation period in winter, we identify 396 initialization dates in QBOE and 759 dates in QBOW. 253 

The spread shows the range across 10 ANNs with different random initial weights. Note that 254 

different ANNs are not trained separately for QBOE and QBOW periods.  255 
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  256 

Figure S11 Similar to Figure 3, but for a series of tests with 4, 5, or 6 input variables; here dots 257 

are used rather than bars. The blue “olr+u850+200” model is the same as in Figure 4c, with dots 258 

distinguishing individual ensemble members; other models have only 1 ensemble member. Legend 259 

conventions follow Figure 3; “d” denotes divergence. 260 


